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"Disks are the root cause
of all database
performance problems”

- Anonymous
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|s that true?

* That statement really the theme of this talk.

- | hate to talk in tautologies -so | won't actually answer if it is
true or false.

- What | will do Is share the background theory so you can
answer it for your specific case.
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L1 cache reference 0.5 ns

Branch mispredict 5ns

L2 cache reference /7 ns
Mutex lock/unlock 25 NS

Main memory reference 100 ns
Compress 1K bytes with Zippy 3,000 ns

Send 2K bytes over 1 Gbps network 20,000 ns
Read 1 MB sequentially from memory 250,000 ns
Round trip within same datacenter 500,000 ns
Disk seek 10,000,000 ns s
Read 1 MB sequentially from disk 20,000,000 ns
Send packet CA->Netherlands->CA 150,000,000 ns

See: http://www.linux-mag.com/cache/7589/1.html and Google http:// ( J PERC O NA
4 www.cs.cornell.edu/projects/ladis2009/talks/dean-keynote-ladis2009.pdf PR ONY EXiers
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Mental Math..

* 10,000,000 ns = 10ms = 100 operations/second.

+ The figure Google quoted here is about the average for a
/200RPM drive.

- When we talk about our storage devices, we most commonly
measure them in IOPS (IO operations per second).

- S0 a 200RPM drive can do approximately 100I0PS.
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Why count “operations™?

* Because there’s not much difference between doing one
small request versus one slightly larger request. Again;

Disk seek 10,000,000 ns
Read 1 MB sequentially from disk 20,000,000 ns

6 0 Performance Consulting Experts
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Yeah, there'a gap:

* For each disk operation:
+ Millions of CPU operations can lbe done.
+ Hundreds of thousands of memory operations can be done.

7 0 Performance Consulting Experts
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[os default] Everything is buffered!

* \When you write to a file, here’s what happens in the
Operating System:

Block 9, 10, 1, 4, 200, 5.

Block 1, 4, 5, 9, 10, 200

8 Performance Con g Experts
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[os default] Everything is buffered!

* \When you write to a file, here’s what happens in the
Operating System:

Block 9, 10, 1, 4, 200, 5.

Block 1, 4, 5, 9, 10, 200

s R
What happens to this
buffer if we loose power?

. J

8 Performance Consulting Experts

Wednesday, April 14, 2010



The OS provides a way!

* § man fsync

4 )

Hint: MyISAM just writes to the
OS buffer and has no durability.
N J

Synopsis

#include <unistd.h>
int fsync(int fd);

int fdatasync(int fd);

Description

fsync() transfers ("flushes") all modified in-core data of (i.e., modified buffer cache
pages for) the file referred to by the file descriptor fd to the disk device (or other
permanent storage device) where that file resides. The call blocks until the device
reports that the transfer has completed. It also flushes metadata information
associated with the file (see stat(2)).

()PERCONA
9 hitp://thunk.org/tytso/blog/2009/03/15/dont-fear-the-fsync/ il s
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Basic Operation (High Level)

L )L

Log Files
SELECT * FROM City
WHERE CountryCode="AUS’
Tablespace
Buffer Poo
O PERCONA
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Basic Operation (High Level)
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Basic Operation (cont.)

L )L

Log Files

UPDATE City SET
name = 'Morgansville'
WHERE name = 'Brisbane’
AND CountryCode='AUS'

Tablespace
Buffer Poo
PERGC O NA
11 Performance Consulting Experts
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Basic Operation (cont.)

L )L

Log Files

>

UPDATE City SET
name = 'Morgansville'
WHERE name = 'Brisbane’
AND CountryCode='AUS'

Tablespace
Buffer Poo
PERGC O NA
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Basic Operation (cont.)

UPDATE City SET
name = 'Morgansville'
WHERE name = 'Brisbane’
AND CountryCode='AUS'

11
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Basic Operation (cont.)

UPDATE City SET
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WHERE name = 'Brisbane’
AND CountryCode='AUS'
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Basic Operation (cont.)

(o) ()

ﬁ Log Files e
-------1
UPDATE City SET |
name = 'Morgljgnsville' :> “ -------1
WHERE name = 'Brisbane'
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Basic Operation (cont.)

UPDATE City SET
name = 'Morgansville'

AND CountryCode='AUS'
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Basic Operation (cont.)

UPDATE City SET
name = 'Morgansville'

AND CountryCode='AUS'
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Basic Operation (cont.)

UPDATE City SET
name = 'Morgansville'

AND CountryCode='AUS'

11
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ﬁLog Files

WHERE name = 'Brisbane'

Buffer Poo

Tablespace
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Why does InnoDB work like..."?

* Log files are sequential |O.

* Writing down “dirty pages” is reordered to be sequential
|O instead of order of the operation.

* Many database systems actually work this way.

1 2 0 Performance Consulting Experts
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S0 now we've established...

* That:

+ Disks are slow.

- We try and write our algorithms around them wherever we
can possibly do so.

* The next question becomes:
+ When is touching disks unavoidable”

1 3 O Performance Consulting Experts
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* | like to think of this as a game of pong, and it depends
now big our paddle is as to how many ‘physical reads’
we need:

» ()PERCONA
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For Reads (cont.)

~ |t the paddle is big enough to cover all our data - you will
nave No physical (disk) reads.

+ It it’'s not big enough, it depends how much of your data
needs to be in your ‘working set’.

(D)rercona
1 5 Performance Consulting Experts
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For Writes:

* Writes don't really get to play pong. They always go
down to disk - this Is because we need persistence after
crashes.

+ Think Durability in ACID.

(D)rercona
1 6 Performance Consulting Experts
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nterpreting OS commands

* [On Linux] You're best friend here is iostat.

* VIS

at has some info. Just not always enough.

* Let’'s

ry and interpret a very simple example to start

with....

17
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[root@domU-12-31-39-07-C5-54 tmp]# iostat -dx 2

Linux 2.6.18-xenU-ec2-v1.0 (domU-12-31-39-07-C5-54)

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda2
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

18

04/09/10

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
112.76 929.49 34.87 513.98 1614.23 15006.81 30.28
0.61 0.00 0.20 0.01 6.49 0.12 30.50 0.00 9.68 7.53 0.16
0.09 0.00 0.03 0.00 1.01 0.00 29.00 0.00 15.00 12.44 0.04

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 130.85 0.00534.33 0.0034101.49 63.82 7.31 14.45 1.86 99.45
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 142.50 0.00384.00 0.0024648.00 64.19 7.27 17.71 2.59 99.60
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 68.50 0.00514.00 0.0034252.00 66.64 7.89 16.38 1.93 99.20
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 25.50 0.00311.00 0.0020632.00 66.34 48.09 27.05 3.22100.05
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 30.50 0.00449.50 0.0020460.00 45.52 84.49 273.97 2.21 99.55
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
0.00 19.50 0.00397.00 0.0026868.00 67.68 10.90 19.82 2.51 99.80
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
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[root@domU-12-31-39-07-C5-54 mnt]# iostat -dx 2

Linux 2.6.18-xenU-ec2-v1.0 (domU-12-31-39-07-C5-54)

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda2
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3

Device:

sdal
sda?
sda3
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04/09/10

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
8.22 72.26 5.77 73.14 394.66 3484.15 49.16 0.84 10.59 0.45 3.56
0.04 7.84 0.02 1.77 0.46 76.32 43.09 0.48 269.00 1.93 0.34
0.01 0.00 0.00 0.00 0.07 0.00 29.00 0.00 15.00 12.44 o0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
62.50 4.50420.50 5.50 35456.00 80.00 83.42 1.82 4.28 0.88 37.45
0.00 3712.50 0.00 803.50 0.00 34524.00 42.97 149.29 194.18 1.25100.15
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
56.00 0.00 364.50 0.0030764.00 0.00 84.40 1.79 4.81 1.02 37.00
0.00 3320.00 0.00 861.50 0.00 34532.00 40.08 140.69 159.47 1.16 100.05
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
56.00 0.00412.00 0.0034772.00 0.00 84.40 2.03 5.02 0.99 40.75
0.00 3336.00 0.00 765.50 0.0033240.00 43.42 146.47 193.15 1.31 100.05
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
62.38 0.50432.18 1.49 36499.01 15.84 84.20 2.09 4.83 1.01 43.71

0.00 3695.54 0.50 849.01 3.96 34930.69 41.12 146.96 176.64 1.17 99.06
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
62.50 0.00419.50 0.00 35328.00 0.00 84.21 1.88 4.48 0.97 40.50
0.00 3280.00 0.00 850.00 0.0035780.00 42.09 147.73 163.97 1.19 100.80
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
56.00 1.50420.00 2.50 35500.00 32.00 84.10 1.88 4.44 0.96 40.45
0.00 3732.00 0.00875.50 0.0036804.00 42.04 150.27 179.91 1.14 100.05
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
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root@ubuntu:~# iostat -dx 5

Device: rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %oultil
sda 10.40 224.20 1810.40 212.40 57920.00 8273.60 32.72 11.41 5.65 0.49100.00
sdal 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

sda2 10.40 224.20 1810.40 212.40 57920.00 8273.60 32.72 11.41 5.65 0.49 100.00
sdb 0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00

sdbl 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

dm-0 0.00 0.00 0.60 0.00 6.40 0.00 10.67 0.00 6.67 6.67 0.40

dm-1 0.00 0.00 0.00 000 000 0.00 0.00 0.00 0.00 0.00 0.00

dm-2 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

dm-3 0.00 0.00 1807.20 434.00 57510.40 8252.80 29.34 11.42 5.10 0.44 99.60
fioa 0.00 0.00 0.00 000 O0.00 0.00 0.00 0.00 0.00 0.00 0.00

Device: rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
sda 13.80 240.20 1933.20 250.80 61849.60 15096.00 35.23 12.34 5.65 0.46 100.00
sdal 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

sda2 13.80 240.20 1933.20 250.80 61849.60 15096.00 35.23 12.34 5.65 0.46 100.00
sdb 0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00

sdbl 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

dm-0 0.00 0.00 0.00 000 000 0.00 0.00 0.00 0.00 0.00 0.00

dm-1 0.00 0.00 0.00 000 O0.00 0.00 0.00 0.00 0.00 0.00 0.00

dm-2 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

dm-3 0.00 0.001947.80 491.0061875.20 15096.00 31.56 12.49 5.11 0.41 100.00
fioa 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

20
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Device:
sda
sdal
sda2
sdb
sdbl
dm-0
dm-1
dm-2
dm-3

fioa

Device:
sda
sdal
sda2
sdb
sdbl
dm-0
dm-1
dm-2
dm-3

fioa

21

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
21.60 310.00 2543.60 341.00 81376.00 8404.80 31.12 21.04 7.28 0.35100.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

21.60 310.00 2543.60 341.00 81376.00 8404.80 31.12 21.04 7.28 0.35100.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 2567.80 651.00 81459.20 8404.80 27.92 21.27 6.59 0.31100.00
0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00

rrgm/s wrgm/s r/s w/s rsec/s wsec/s avgrg-sz avgqu-sz await svctm %util
19.60 354.20 2486.40 450.80 79526.40 20241.60 33.97 21.69 7.38 0.34 100.00
0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

19.60 354.20 2486.60 450.80 79532.80 20241.60 33.97 21.69 7.38 0.34 100.00
0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 000 000 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

0.00 0.002506.80 805.00 79545.60 20241.60 30.13 22.06 6.66 0.30100.00
0.00 0.00 0.00 000 0.00 0.00 0.00 0.00 0.00 0.00 0.00
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elim

* AdC

"Solving” 1O Problems

INg Indexes may reduce your working set if it
iInates some ugly things like table scans.

INg memory Is another way of possibly doing this.

+ |f you notice a lot of your 10s are reads, servers with 32
memory slots are cheap.

+ We have a Dell R900 ($10K server w/128GB memory).

22
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“Solving” 10 Problems (cont.)

* RAID!

- RAID10 Is good for reads and writes. Each disk is paired off
IN Mirrors.

- RAIDS is good for reads, but worse for writes. Each write is
4 [OPS to maintain parity.

23 Performance Con
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“Solving” 10 Problems (cont.)

* RAID Controllers!

<+

+

24

Not all RAID controllers are created equal

RAID Controllers have caches on them w
packed they help us regain performance

V.
nich when battery

0sses from syncing.
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Let’s Quickly Look at RAID:

* A RAID Controller with 6 disks in RAID10, all 15K RPM
disks:

Buffer Pool

Filesystem

Raid Controller

25 0 Performance Consulting Experts




Double Buffering

* When the RAID controller is going to request re-order/

merge, it's gol

* You can disable buffered O with

INNOO

b flush method=0O DI

* See:

RECT

Nttp://dev.mysgl.com/c

oc/re

Ng to understand what sits below better.

‘man/5.1/en/innodb-

parameters.ntml#sysvar_innodb_f

26

ush method

Wednesday, April 14, 2010



Other Tuning Options

* 1O Scheduler:

- The RAID Controller does merging/re-ordering anyway - and
understands more about physical layout.

« Default scheduler is “CFQ”.

- Better options are usually noop or deadline. See slides from
Yoshinort Matsunobu’s talk yesterday.

0 PERCONA
27 Performance Consulting Experts
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“Solving” 1O Problems Again

* SSDs!
+ Remember how many IOPS | said a 7200RPM disk can do?
+ A Fusion-|O card can do 10 000+ |IOPS!
+ Flash is seriously cheaper if we compare the cost of an |O.

+ |t's more expensive if we look at the storage capacity (choose
your limiting factor wisely).

0 PERC ONA
28 Performance Consulting Experts
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Purchasing Options:

Product ~|OPS Capacity ~Cost

7200 RPM Disk 100 2TB $150

10K RPM Disk 140 600GB $830

15K RPM Disk 160 600GB $840

Fusion-1O Device 100 000* 160 GB $6 500

(SLC)

Fusion-1O Device 70 000* 320 GB $6 800

(MLC)

Intel SSD (SLC) 3 500 writes / 35000 |64 GB $725
reads®

Intel SSD (MLC) 8 500 writes / 35 000 | 160 GB $500
reads”

* Figures quoted for SSD are manufacturer specifications.
Real numbers can be a fair bit lower - see Vadim/My talk from yesterday.

29
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Should | buy SSD or Memory?

* Vadim’s post:

+ http://www.mysqglperformanceblog.com/2010/04/08/fast-
ssd-or-more-memory/

sysbench oltp, 80mlIn rows (18GB data)

2500
' |
2250 44—
‘ |
2000 + —-
1750 '
1500 =
5X A
< i -
= 1250 + 1
1000 + —2X :
750 : ' :
s |
500 | g B :
250 +— : i i : |
T e e S i
0 1 L L L 1 I 1 1 1
2 4 6 8 10 12 14 16 18 20 22

Buffer pool (memory), GB
PERCONA
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What can you do?

* |f you’re suffering in the 10 department -

* To get rid of reads:
+ Improve indexing?
+ Archive out old data®?
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To get rid of writes?

* Very difficult.
+ Mount filesystems noatime.
+ Compress big varchar / text / blobs?
+ et rid of temporary tables / filesorts on disk”?

* Maybe get “rid of” is misleading.
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Minimizing the Impact of writes

~ [Particularly if no RAID controller w/BBUJ Allow
more buffering before writing Is required:

+ Innodb_flush_log_at_trx_commit = 2
+ Group statements into short transactions.
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Despite the devices getting better

* We can’t always use all they have to offer :(

* Replication is single threaded -- many “more capable” 10O
solutions require many threads to exploit capacity.

* InnoDB’s algorithms will need to change as well.
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The End.

* Any questions”?

* Slides will go up here:
+ http://slideshare.net/morgo
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